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Executive Summary
Do you remember the first time someone told you about the World Wide Web?
As a technologist or someone directly affected by technology, did you wonder
how useful this defense department project could be to your business? Do you
remember the first time you used the World Wide Web? Did you wander around
the small number of sites available and look at old articles and newspapers
headlines? Did you imagine that less than 10 years later, you would be using it
many times a day to conduct business? Did you predict that the global reach and
impact would be so large? It took vision in the early 1990’s to understand the
pervasive impact the Internet would have. Those who saw the opportunity early
reaped large rewards for their organizations.
This paper is a conversation about the emerging role of semantics in the
enterprise and how it is changing the landscape. Semantics is out of the
laboratory, is being put to work and becoming a technology you will not soon be
able to ignore.
How important is semantics? The Mars probe that slammed into the Martian
atmosphere and vaporized because one programmer used feet per second and
another used meters per second could, arguably, not have happened if NASA
had used an ontology to represent their models. Most of us aren’t launching
interplanetary space probes, but we have problems of our own.
Semantics is the study of meaning, and semantic technology provides the ability
to infer the meaning of data and determine its utility within context. Operating not
just with an abstract and arbitrary representation of the data but with its meaning,
machines can do much of the bookkeeping and heavy lifting to address “some of
the most difficult problems facing IT today: the conversion to services, the
externalization of business, the explosion of data and lack of tools to leverage it,
the enormous burden of maintenance and the need for business real-time
systems with improved analytics.
Semantics is also an attempt to acknowledge reality in all of its complexity. The
word “reality” has a nice, crisp sound to it. “Let’s deal with reality.” “The reality of
the situation is...,” and “Take a reality check.” Unfortunately, reality is not as solid
as we would like it to be, even if it is persistent1. People frequently see reality
differently. Things change over time, becoming different versions of themselves,
or different things completely. A supplier can become a customer and create
conflict or opportunity, or both. Complex relationships between people and
contexts in which they operate can result. Creating a crisp representation of such
tangled reality is devilishly difficult.
1

“Reality is merely an illusion, albeit a very persistent one.” Albert Einstein
1
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Things can adopt new, even opposite attributes, yet still retain their original
character, sometimes bordering on the contradictory or the absurd. Is a Toyota
Prius a gas-powered vehicle or an electric vehicle? Is an SUV a light truck or a
passenger car? Is Buffy the Vampire Slayer sci-fi or comedy? Does the world
make sense or do people make sense of the world? Sometimes, when trying to
make sense of reality, we err on the side of precision and lose the nuance. We
put things in buckets. We create taxonomies.
Two classical and well-known taxonomies, the Dewey Decimal System and the
modern version of Carolus Linnaeus’ classification of all living things, Systema
Naturae, endure because they were created by and are maintained by experts. In
organizations, the people assigned to create common understanding across
subject areas such as finance, R&D or manufacturing may not be experts at all –
they may be unlucky enough to be assigned the task. Typically, their tenure is
short in the role.
Semantics is out to change all of that.
Simple applications can, and will continue to be built without semantic
technology. However, today’s IT challenges are no longer localized. The
externalization of business – the need to interoperate with partners, customers,
regulators and the rest of the world and to connect not only highly structured and
organized data and applications, but content too -- is driving the complexity of
computing up and the time to respond down. 75% of today’s IT budgets are
spent on maintaining existing systems, leaving very little for such newly essential
developments as event correlation, capacity optimization or anti-money
laundering. When systems were small and localized, it was not unreasonable for
a compact team of programmers and analysts to develop a good application that
worked for a while. But enterprise systems, such as ERP, raised the bar quite a
bit, with their vast complexity and functional reach, and the Internet hoisted it out
of sight. Externalization of business is causing integration to take on a whole new
sort of urgency.
Current packaged applications and application development tools are good at
provisioning data to the knowledge worker, but the complexity of the job in an
externalized world demands much more automation of knowledge work. A
solution is needed that can gather, store and process a much richer set of
information in real-time. To do that, it has to be able to scale to massive amounts
of data, and respond to events in real-time. Semantic technology is showing real
promise in these areas.
What is the promise of semantics? Interoperability, not just integration.
Orchestration of services. Agility in business processes. Rich models of behavior.

2
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Machines that can apply policy, not just rules2; in short, all of the things that have
been promised before. The difference this time is the departure from the earliest
principles of IT, release from the bonds of managing from scarcity and simplifying
models. Can a subtle shift in mathematics from matrix algebra (relational) to
graph theory (ontology) from transactions to meaning and relationships engender
all of this? Not without a change of approach, but it is underway and reaping
benefits.

Information Integration
There is a recurrent “urban myth” that is repeated in every organization
(remember, some urban myths are actually true) that goes something like this: a
meeting is called and a dozen people attend. Each arrives with a presentation
backed up by sophisticated reports prepared using Excel to explain their position,
yet every version is different and conflicting. Rather than spending the time
discussing the issue at hand, they argue about which version is correct.
The question is not, is this true? The real question is, is this a problem with
spreadsheets or a problem of understanding? The answer is yes. Is an FTE in
the French subsidiary 32 hours per week or 36? The answer is yes - both. Is
Slobodan Milosevic a convicted war criminal or the President of Yugoslavia? It
depends on whether you ask the question in 2015 or 1990. These are issues of
semantics.
Very few things retain all of their identifying characteristics over time (or fail to
acquire new ones), and many have multiple ones, even conflicting ones, at the
same point of observation. The running joke about consultants always answering
questions with, “It depends,” is a statement about context, not certainty. Our
preoccupation with a single, defining, immutable categorization of things is a
vestigial manifestation of silo3 mentality. Information systems as we know them
have largely been built for a single purpose. Attempts to integrate information,
beginning with data warehousing, and later, EAI and EII4, all struggle with this
problem because they attempt to operate in a world of multiple meaning but work
with tools that are premised on a single meaning. Even the outbreak of enterprise
2

Policy is the source of rule formation. The policy may be, “The customer is always right.” A rule
that follows the policy is, “Never argue with a customer. Attempt to resolve the problem.”
Modeling with rules is not easy, but it can be done with careful enumeration. Modeling from policy
requires a deeper understanding of context that can not be had without semantics.
3
Silo is not a formal term. It refers to the practice of building information systems for one
purpose, with little to no forethought about interoperation with other systems, within and beyond
the organization.
4
EAI: Enterprise Application Integration uses a partial canonical model to capture and transform
in-flight transactions and, at the application interface level, maintain a consistent state among
various incompatible systems. EII: Enterprise Information Integration works at the data level, and
performs tasks like virtual views, metadata creation, query re-writing and federation and caching.
3
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systems, such as ERP, CRM and SCM, among others, only managed to solve
the integration problem within the boundaries of their own software, and very few
organizations adopted a single vendor strategy for all of their applications.
Why is this problem so universal? Partly, it is a result of Information Technology
(IT) practices that date back to the beginning of computers in business. In
particular, the prevailing constraint of managing from scarcity dug deep grooves
in the brains of IT professionals. There was a chronic shortage of computers,
memory and storage devices so the theory of the application was kept as simple
as possible and designs were kept as compact as possible to get the job done
(remember Y2K?). IT delivered applications using a transactional metaphor –
where each unit of work would start and complete with no ongoing context. The
result was a wild proliferation of incompatible applications that were capable of
performing their tasks, but highly resistant to efforts to integrate them.
Once it became apparent that integration was needed, the same mentality of
scarcity and simplicity of theory prevailed. The result was current integration
approaches, especially the idea of enterprise data warehouses and the Single
Version of the Truth5 to eliminate the dueling spreadsheet wars6 in the
boardroom. Getting buy-in from various constituencies was difficult, and in order
for the solution to be accepted, it had to represent a wide cross-section of
groups. The result, if anything was agreed at all, was a watered-down definition
of only a partial set of items. Users headed for the exits to seek their own
solutions, only making matters worse. The spreadsheet problem is so severe
today, it has a name of its own – Shadow IT. At one point, Booz + Allen
estimated the cost of Shadow IT at one of its large telco clients as greater than
the entire corporate IT budget.
IT struggled, and in many cases never caught up with, the need for application
and information integration, even within their own walls, and just the primary
operational applications. Implementing ERP systems was presumed to be a
solution to the problem, but in many cases, it only made matters worse. Now IT
had to deal with single applications with vast functionality and much more
complicated data structures as well as the need to integrate all of the other
remaining applications with the ERP. Today the problem has spread with the
externalization of business and the magnitude of the problem is accelerating. The
number of possible integration points C of n systems is given by: C = n * (n − 1) / 2 .
An organization may need to integrate dozens of external systems, but even 20
systems would require 190 separate connections if everything needed to be
5

Single Version of the Truth is often heard around data warehousing projects. Its exact origin is
unknown, but it has been the rallying cry for all forms of enterprise data warehousing for well over
a dozen years and is based on the idea that all (structured) data has one and only one meaning.
Other metaphors are used such as converting the Tower of Babel into the Universal Translator.
Progress has been slow
6
Technically, the data warehousing concept predates spreadsheets, but data warehousing did
not gather critical mass until the mid-nineties.
4
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integrated to everything else. Of course, that is not necessary, but on the other
hand, there are typically multiple interfaces between systems, not just one, and
the number of systems in large organizations is far greater than a few dozen. No
matter how you count it, integration is a major hurdle and research shows that it
drains IT budgets in a very significant way.
Semantic integration provides much needed solutions, such as an explicit
information model to replace the implicit code or stored procedure-based
mechanisms. For integrating external systems, a semantic model allows teams to
discuss and code to a uniform definition of exchange. To unravel complex
interfaces, such as between packaged enterprise systems, there are object
mechanisms that can make concrete operational statements about the
interrelations of elements of the interface. Even the polynomial explosion
problem can be mediated with a semantic map of interface descriptions. In other
words, all four integration pain points can be improved with the single solution of
semantic integration.
Current packaged applications and application development tools are good at
provisioning data to the knowledge worker, but the complexity of the job in an
externalized world demands much more automation of knowledge work. A
solution is needed that can gather, store and process a much richer set of
information. To do that, it has to be able to scale to massive amounts of data,
and respond to events in real-time. Here is a hint: scanning large database tables
is not the answer.

Barriers to Acceptance of Semantic Technology
When we were young, everything was possible. Whatever we were capable of
imagining, no matter how large, outlandish or improbable, seemed within our
grasp. As we aged, we became more patient, or at least hardened, and began to
understand why things were so hard to do. We learned about all of the obstacles
to big plans, and we drew them in. We simplified. We compromised. We created
models that were solvable with the tools and resources we had. In time, the
simplified models became our reality. Our thinking was constrained by the reality
we created to accommodate limitations we found.
This is one source of the technology adoption curve, the reason there is a chasm
to cross and why people resist changes. We couch the problems we try to solve
in terms of the models we already know. When confronted with a new
technology, practitioners often struggle to frame a solution with the tools they are
comfortable with. “I can do that with a stored procedure,” for example.
For someone well-versed in relational theory and data modeling, it may be
difficult at first to not only see what problems semantic technology can solve that
existing tools cannot, it may be difficult to see its value at all. The premise of this
5
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paper is that that point of view is derived from this natural tendency to see things
in terms of the models we know. Only when we are convinced there are useful
problems to be solved beyond our frame of reference, we tend to expand our
thinking.
How many compromises are there in existing solutions? In a database of drugs
prescribed by a doctor, how many times have “cocktails” of multiple drugs been
overlooked because the modeling grain was a single prescription? How many
times are simplified approaches taken to describe a household? How many
questions cannot even be asked, such as, who else has been associated with
this household since it’s been located at this address? A gas company may need
to check two or three different systems to determine what the physical service
location of a reported gas leak is, because of different billing and equipment
applications. Figuring out, in a large apartment block, what other locations are
adjacent to it might be impossible without a call to meter reader, who may not be
available. Until these crises occur, the assumption is that the model is good
enough to do its job – schedule maintenance, send out bills, provision equipment
and plan for future expansion.
The data may be there, but the intelligence to find it and make sense of it has to
be added at precisely the moment there is no time to do so.
With semantic technology, links to draw these inferences are encoded and
semantic tools provide facilities for reasoning based on the relationships,
constraints, rules and conditions in an ontology. An ontology describes the
concepts and relationships that distinguish a domain. Examples might be the
concepts of commercial jets and private airplanes that distinguish the domain of
'aircraft', and relationships such as ‘pilots fly aircraft’, ‘aircraft have a year of
manufacture,’ and ‘avionics are supplied by supplier.’ This aircraft ontology could
be constructed for a particular application, such as a reference guide for Jane’s
All the World’s Aircraft publication. In this case, it is not very different from a
database schema. But an ontology carries much more information than a single
purpose database application, and it can serve multiple purposes. A supplier of
avionics equipment can use the ontology to link its production schedule to the
current count of compatible aircraft or search the ontology to find applications of
existing designs that were unknown to it before.
And semantics, unlike data stored in relational tables, is not just a repository of
information; it is an active, declarative, run-time system7. Because of their graphbased structure, ontologies are dynamic and capable of actually expanding their
knowledge as they work by finding implicit knowledge in the graph. For example,
7

A relational database system, complete with views, load scripts, queries and stored procedures
can be construed as an active, run-time system. What is different about a semantic model is that
the data, metadata, constraints and logic are all contained in the same structure and their
relationships are explicitly defined .. These elements are dispersed and sometimes hidden in a
relational database.
6
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in object-oriented design, an object can belong to a parent class, and inherit all of
the attributes of the parent, but it can’t belong to two parent classes and it can’t
change its membership dynamically. All of this is possible in an ontology. So a
customer can also be a supplier without having to assume multiple identities and
there may be special actions you want to take as result of this knowledge.
Granted, words and phrases like “ontology,” “directed graph theory,” “cognition”
and “machine inference” may seem a little inaccessible, but there was a time
when “tuples,” “referential integrity,” and “cost-based optimizer” were just as
inaccessible. The concepts behind semantic technology are relatively simple. In
the same way it did not require learning (or re-learning) set theory and matrix
algebra to use a relational database, semantic technology uses graph theory, but
does not require knowledge of it. At the technical level, semantics is just a
different way of organizing information. For example, the relationship between
things is a key aspect – in relational databases, relationships are a secondary
concern. In an ontology, information about the relationships between things can
be inferred from the data. In a relational database, the intelligence about the
“context” of the data must be reapplied with each query (in the WHERE clause,
for example).
It should be noted that there are quite a few proposals for adding ontology
extensions to existing relational databases8, and some vendors already have, at
least at a rudimentary level. The shortcomings today are the lack of such
extensions, the research and development of indexing, storage and query
optimization of the structures, and perhaps most importantly of all, extensions to
current data modeling technique and even orientation. Relational databases
historically struggled with performance, leading to a reductionist approach to
design (normalization) that addressed the performance problem at the expense
of expressiveness, leading to brittle solutions and maintenance costs. Relational
databases have proven themselves as extremely useful and flexible tools for
both capturing and analyzing highly structured data, but they cannot explicitly
describe objects, sub-objects, and constraints on relations among them in the
way an ontology can.

Metadata
In companies today, there is the presumption that there is a single set of
definitional metadata, a single version of the truth, for a collection of information,
such as a data warehouse. With an ontology, it is possible to have many different
sets of metadata, both horizontally and vertically, for the same set of information.
One ontology, or view, can exist at a high level to support Performance Analysis,
while another defines information at a low level for predictive modeling. Because
8

Bonatti et al described a formal method in An Ontology-Extended Relational Algebra.
http://www.cs.umd.edu/~yuzi/papers/HOME_IRI2003.pdf
7
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ontologies can be traversed, it is possible to drill down through the metadata from
a high-level view to a detailed view. Another view may combine elements of a
data warehouse with other data stores, or with external data, unstructured data
and the Web. Horizontally, an ontology for the same information domain can be
constructed for security or for operational/maintenance requirements. Provided
all of these ontologies are constructed with standards, they can be combined,
easily, either permanently or at run-time.
Having more than one descriptive view in metadata requires a modular
approach, not an “enterprise” or galactic one. One metadata architecture used in
this modular way in semantics is the Resource Description Framework (RDF)9,
which is a standards-based information framework and easily accommodates
diverse groups to connect and maintain metadata packages. Using RDF, it is
possible to associate different packages of metadata in either a static manner or
create new views dynamically at run-time that are customized for a client, an
application or even just for a single transaction. Separate domains that are
correct internally but conflicting across the organization (or beyond) can be
semantically joined to resolve naming and labeling conflicts.
Because of the underlying structure on ontologies, as graphs, there are
scalability implications that are very favorable compared to current relational
technology (though relational database systems are beginning to add semantic
capability).

Relational Databases and Semantics
The relational model was invented at a time when it was inconceivable that a
table of a billion rows could be scanned in the middle of a work day, or that a
query would require a join of six tables, with temporary result sets having billions
of rows, and multiple queries of complexity occurring in parallel, all day long. It
was, instead, designed from the concept of scarcity – that the computing,
memory and storage resources were a tiny fraction of what they are today. In
other words, the kinds of problems it was meant to solve were quite different from
the ones that face us today. Problems like managing an SOA architecture, or
dynamically composing applications based on layers of abstraction, for
thousands or even millions of users, in real-time, were not even envisioned.
The process of solving problems with the relational model is to persist data
stripped of all of its relationships and to employ matrix applications to resolve
queries. This may sound contradictory in a “relational” database, but in theory, a
“relation” is what is known as a table – a collection of ordered n-tuples that have
9

RDF is a W3C standard, as is RDF-XML, a language representation of RDF. The heart of RDF
is the concept of a “triple,” which is composed of a subject, object and predicate. There is much
more to RDF. For a complete description see http://www.W3C.org
8
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explicitly, no relation to each other. The attributes, or columns, may be related to
other attributes in other tables, but the nature of that relationship is only logical, it
does not exist in the physical implementation. A CUST_ID may be a “foreign key”
to the primary key of a CUSTOMER table, but the description of that relationship
does not exist in the physical schema. Knowledge of this relationship, however,
is necessary to construct a query. Matrix resolution is usually a process of first
enumerating and expanding the problem space, and then (hopefully) rapidly
contracting it to a conclusion. Even with decades of innovation of parallelism,
index and partition technology and query optimization, the process is still one of
sorting, merging, joining and constraining sets of two-dimensional records.
Relational technology allowed for a giant step forward in the abstraction of not
only the actual storage of data from the schema design, but also abstracting the
data from its application. For example, a User Interface (UI) might be designed to
appear differently to people in different roles. The relational database stores the
attributes for each role, and when a connection to the business application is
made, provides that data (technically, from the point of view of the application it is
metadata) to the application which applies the parameters to its logic and creates
the UI required. There is a tight bond between the database schema, the
application and the queries that cannot be changed without altering the whole
scheme. The metadata of this application, even though it is stored in a nonproprietary database, makes no sense to any other application. If the client chose
to employ a different application, none of this effort would be reusable.
In a semantic application, there is a more general purpose description of roles
and privileges, not tied to a particular application. Applications that produce a
dynamic UI generate semantic queries that understand this information and link it
dynamically to their own rules (also encoded in ontologies) to produce the
desired effect. It can be argued that the relational approach can be designed to
generalize the roles, too, but it can only do that by propagating many more
objects and further complicating the design, maintenance and performance. In
addition, there has to a very tight bond between the business logic and the
database schema (and implicit semantics of the data). A relational model for a UI
is a set of pointers. Ontology is a practical way to abstract the problem and hand
it off to solve and meld the solution together
For example, the business logic to bringing up a widget on a screen might be:
IF SVC_A12Q:ROLE = 3
OPEN (Some screen widget)
ELSEIF SVC_A12Q:ROLE = 4
OPEN (Some other screen widget)
ELSE
OPEN (Default widget)
ENDIF
9
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If there is a new widget that is activated with a value of 5, the logic has to be
modified. Alternatively, the database could have the pairs (ROLE, widget) in a
table, which would require different logic that does not require revision, but a new
widget requires an update to the table.
ROLE is established, causing a query to be issued like:
SELECT widget
FROM SVC_ROLE_WIDGET
WHERE SVC = “n” and ROLE = “m”
The problem with this approach is that the table has to be maintained for each
service/role combination, a tedious problem when the combinations get large.
Semantic relationships can be forced in the relational model by stretching it with
the use of things like many-to-many relationships, but database designers restrict
their use because of the possibility of double-counting and runaway joins. This is
especially true in data warehousing, where the models are designed for analysis
independently of a given application that can control and moderate the queries
that reach the database.

Semantics in Business Intelligence
Current efforts to integrate data and make it not only accessible to people, but
more importantly, to make it usable and useful, are, misleadingly, referred to as
Business Intelligence (BI). At the center of this process is the discipline of data
warehousing. Though data warehouses are built with relational databases, data
integration tools and data modeling, only those vendors that provide products for
reporting and analysis are referred to as “BI” vendors. The reasons for this
confusion are unknown.
Early in its life, BI had a failure rate (including those implementations that simply
failed to thrive) high enough to draw notice. Once all of the technical issues were
worked out and the skill level of the practitioners rose adequately, the obvious
causes for these failures were eliminated, yet still there was a nagging suspicion
that success was far from guaranteed. Surveys were not able to pinpoint a cause
because they were focused on the nuts and bolts of BI, that is, the IT point of
view – database design, performance, standards, security, backup and restore
procedures and service levels. What was missing was how well the solution
worked for the people it was presumably intended for – the “end users.”
Formal research into this problem is fairly recent and the recurrent theme is that
BI in its present form simply is not relevant enough and what is provided is not
well understood. The relevance issue can be distilled to a simple summation – BI
tools fail to provide a closed loop solution for people. The analysis and reporting
10
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is disconnected from the operational flow, it informs but it does not drive. They do
not solve enough problems and they do not really fit into the way people work10.
Being informed with data is useful but it is not adequate. Not enough context
surrounds the data to integrate it into a workflow, even an informal one. The
current method for providing this context, “metadata,” is such a loosely formed
concept, and applied so indiscriminately, that it is, prima facie, inadequate.
Metadata, especially the informative, definitional type, merely supplies a
definition of a data element and/or its provenance in the cascade from
operational system to desktop. Vendors of “metadata repository” tools are largely
leftover from the failed repository effort that attended Information Engineering
with the slightly utopian vision of creating a single source of information about
everything in the IT portfolio. Failing to get much traction with the Enterprise
Architecture movement, they shifted their focus to BI.
In real life, things are too complicated and variable to be captured by such a onedimensional concept. In running a business, from a small one to the US Federal
Government, people do a great deal of planning, yet they still spend a significant
amount of time dealing with things that are unexpected. Now, does it really make
any sense that an environment that proudly proclaims itself the “Single Version of
the Truth,” with everything neatly arranged and laid out in a data warehouse,
designed and put into production two or three years ago, with a raft of standard
reports, and spun out to data marts, multidimensional “cubes” and even
individual extracts to spreadsheets and personal databases, would be relevant to
people who have to improvise a good portion of the day? In fact, the whole
metadata scheme is just as static and cannot possibly deal with the virtually
infinite number of data and relationship combinations that exist.
In addition to limitations of the back-end of BI, the data warehouse structure and
Single Version of the Truth design, analytical applications that avail themselves
of the integrated data warehouses and other structures need semantics as well.
For example:

10

•

When Hurricane Katrina hit, government agencies needed to turn on a
dime and look at their operations from a different perspective. There
wasn’t time to develop metadata to help people understand how to use
their data for an altered purpose.

•

When a drug company finds itself in a crisis because one of its leading
drugs has been found to be unsafe, almost every process in the
organization shifts focus. Does the “business intelligence” utility they have
feel more like a cube with hard, sharp edges, or is it more like a mesh
where all things are connected in a multitude of ways, a mesh that shifts
its shape based on rearranged relationships and multiple dependencies?

http://www.intelligententerprise.com/showArticle.jhtml?articleID=19502113
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BI currently provides reports and the ability to analyze data that is pre-formatted
and staged. EII has extended access somewhat, but has not really addressed
usability with its light or even non-existent abstraction layer. What is missing from
BI is the ability to combine data and models dynamically to create financial
scenarios, organize supply chains, coordinate logistics. Semantics goes well
beyond just data. Rules, relationships, concepts, constraints are all combined
into a single conceptual framework, not compartmentalized like current analytical
tools.
It is also difficult to maintain the right context in analytical models, as each
interaction is more or less independent from the others. Attributes may tier into a
hierarchy, but frames of analysis, such as Second Updated Forecast or
Aggressive Interest Rate Scenario, generally exist as disjoint views that have to
be sewn together by the analyst. Managing definitions across these various
scenarios requires custom coding and/or a good memory. The tools are excellent
for storing and retrieving structured data, but generally weak at metadata.
Dashboards are the latest rage in BI today, but to build and maintain them you
need queries that are native to the data source for extraction, people who know
how to transform the data, and UI developers or configurors. It takes detailed
requirements and much iteration to have a successful deployment. Using an
ontology, robust and enduring abstraction between data sourcing, transforming
and presentation is possible and can even occur in parallel. As requirements or
even tools change, the ontologies can be recombined to generate revised
dashboards.
In addition to the gaps in BI today at the analyst (person) level, moving IT
architecture to a services-oriented one opens up a new opportunity to put BI
assets to work – embedded services in operational processes. The mechanism
that is fueling this movement is the standards-based application architecture
based on services, the Services-Oriented Architecture (SOA) with Web Services.

Service-Oriented Architecture
Here is the dream. Instead of clunky applications written in the last wave’s
technology (or the last century’s), and a combinatorial nightmare of application
and data integration, the world transforms into loosely coupled services, all
communicating over a lightweight, standards-based protocol. This is the promise
of SOA with Web Services. But there are a few hurdles in the way.
First of all, what about all of those existing applications? Which ones will you
keep, which ones will you rewrite, which ones will you wrap as services, and at
what level of detail? In fact, how will you even know what you have in your
portfolio at a sufficient level of clarity to even face those decisions? There is
credible evidence that IT maintenance budgets are consumed, not by making
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needed changes and upgrades to existing applications, but just in the
preparation, studying, finding and mapping dependencies before changing a line
of code. Documentation is not the answer; there isn’t enough paper in the world
to print it. Semantic tools can discover the applications, data and relations and
represent them in an actionable (not passive, like current metadata repositories)
framework.
Secondly, by moving from applications to services, the integration problem is not
solved. Web Services like UDDI and WSDL help with the “what” and “where”
problems of registered services, but they don’t address the “why” and “how”
problems of understanding the detailed semantic relations between elements.
Using an ontology, you can describe the data, relationships and applications as a
first step. This is not automatic, however, and does require a considerable
amount of work, but it becomes useful long before it is complete. Unlike UML,
the ontology also has features not found in other current approaches:
•

•

•

•

•

•

•

Source data, application interfaces, operational data, and model metadata
are all described in a consistent ontology framework supporting detailed
semantics of the underlying objects. This means constraints on types,
relations, and description logic, for example, are handled uniformly for all
underlying elements.
The ontology represents both schema and data in the same way. This
means that the description of metadata about the sources also represents
a machine-readable way of representing the data itself for translation,
transmission, query, and storage.
An ontology can richly describe behavior of services and composite
applications in a way that a relational model can only do by being tightly
bound to the applications logic.
The ontology is a run-time model, not just a design-time model. The
ontology is used to generate rules, mappings, transforms, queries, and UI
because all of the elements are combined under a single structure.
There is no reliance on indexes, keys, or positional notation to describe
the elements of the ontology. Implementations do not break when local
changes are made.
An ontological representation encourages both top-down, conceptual
description and bottom-up, source- or silo-based representation of existing
data. In fact, these can be in separate ontologies and easily brought
together.
The ontology is designed to scale across users, applications, and
organizations. Ontologies can easily share elements in an open and
standard way, and ontology tools (for design, query, data exchange, etc.)
don't have to change in any way to reference information across
ontologies.

As SOA implementations roll out, connecting a request for service to the best
service available is a problem that cannot be solved with a table. There may be
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hundreds of services, and thousands of requests, with sub-second service level
requirements. Orchestrating this potentially chaotic situation requires an ability to
traverse a problem space efficiently, not by brute force. Conceptual queries
against ontologies are usually framed as graphs, which are extremely efficient
mechanisms for finding the shortest path and/or best fit. Finding the best service
is a perfect application of semantic technology because it addresses the who,
what, when, how and why of a problem at potentially mind-boggling levels of
scale.

Conclusion
Semantic technology offers solutions to some of the most difficult problems
facing IT today: the conversion to services, the externalization of business, the
explosion of data and lack of tools to leverage it, the enormous burden of
maintenance and the need for business real-time systems with improved
analytics. In fulfilling its promise, semantics will cause a gradual shift from
technical/data dominance in IT to domain expertise beyond IT. Though longterm, this is a favorable development; it will cause some friction and delay the
rollout of semantic technology, but will not prevent it.
Moving technologists towards greater domain expertise will gradually eliminate
the lack of “alignment” that is the subject of constant discussion in the
professional journals. A semantic model is a model for everything, not just data.
That allows data management to be spun out to business units. Machines can
automate low-level data handling because ontologies are organized by how
business users conceive of their domains rather than data structures. Ontologies
are modular, layered and overlapping, fitting perfectly into the way work actually
gets done – in pieces, literately, over time.
Ultimately, semantics are in the people, not in the machine. That is the greatest
integration problem. Semantic technology attacks it.
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